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Abstract— Deep neural networks (DNNs) have been widely used 

in various applications, such as autonomous driving, healthcare, 

etc. However, despite achieving high accuracy, DNNs have 

exhibited quality issues in various aspects such as vulnerability to 

data corruptions, adversarial attacks, and data dependencies. To 

ensure the integrity and reliability of these systems, the use of 

systematic verification and validation methodologies before the 

deployment of DNN is considered an indispensable technique. Test 

case prioritization techniques reduce the cost of DNN verification 

by prioritizing test cases that could induce mispredictions of DNN. 

In this paper, we propose a neuron coverage-based test case 

prioritization technique for the DNN classifier that assigns sample 

priorities based on the ratio of outlier-valued neurons among total 

neurons in DNN.  We evaluate the proposed method with three 

publicly accessible datasets with different sizes of DNN. The 

experimental results demonstrate that the proposed method 

outperforms the existing state-of-the-art neuron coverage-based 

approach both in error-inducing sample prioritization 

effectiveness and inference time efficiency. 

 

Keywords— Test case prioritization, Neuron coverage, Deep 

neural network 

I. INTRODUCTION 

Deep learning (DL) has achieved remarkable 

accomplishments, showing its potential capabilities in tackling 

intricate tasks in diverse advanced real-world applications. 

These include tasks such as image classification [1], natural 

language processing [2]. In addition, there is a growing demand 

for the integration of DL models into safety-critical domains 

such as autonomous driving [3], healthcare [4]. 

However, despite achieving high accuracy, deep neural 

networks (DNNs) have exhibited quality issues in various 

aspects such as vulnerability to data corruptions [5], adversarial 

attacks [6] and data dependencies (e.g., bias [7]). Real-world 

incidents, such as autonomous car accidents and incorrect 

clinical diagnosis, have already emphasized the need for these 

quality assessment issues. Thus, revealing system problems and 

fine-tuning are necessities for model deployment in the aspect 

of DL safety [8].  

The conventional DNN evaluation uses a train-test split; one 

always has corresponding labels to the test set. However, one 

may attempt to evaluate a DNN with new collections of test sets, 

which may not have labels, so that it requires additional costs 

for annotating them.  

To mitigate this limitation, researchers have proposed test 

case prioritization (TCP) techniques [9 - 16], which aim to 

identify and prioritize instances in an unlabelled test set that 

could reveal the weakness of the DL model. Since TCP 

approaches prioritize error-inducing instances within a 

predefined number of annotation budgets, they effectively 

reduce the manual cost of labelling. In general, TCP approaches 

extract features of a DNN model on a training set and define 

patterns from the features that represent the common behaviour 

of the trained model. Then, they calculate the similarity 

between the patterns and a feature of the DNN model on an 

unlabelled test instance. Some structural coverage criteria are 

proposed to represent patterns from features of a training set, 

for example, neuron coverage (NC) [9] and its variants [10]-

[14], surprise adequacy [15], mutation analysis [16], and so on. 

NC-based TCP methods [9]-[14] are inspired by traditional 

white-box software tests. They extract the patterns of a training 

set in terms of neuron activation. From a training set, statistics 

(e.g., interval of neuron activation values) for all neurons or a 

threshold for each neuron activation are regarded as the patterns. 

The patterns are then applied to neuron activation of each 

unlabelled test input to provide the score for a sample 

prioritization. In general, TCP techniques give higher priority 

to samples with a higher score. 

FD+ [14] achieves state-of-the-art performance in the NC-

based TCP approach by extracting the most specified patterns 

based on a training set. It collects the output of all neurons over 

a whole training set and builds the pattern of each neuron for 

all classes based on exact percentile values. Thus, it requires 

larger time and storage for the pattern extraction and slower 

inference time due to its complexity. 

To moderate this problem, we propose a neuron-wise 

threshold based on z-score. Unlike FD+ which uses exact 

percentile values, we approximate the percentile values based 

on the z-score. We refer to the proposed method as z-score 

neuron coverage (ZSNC). The experimental result shows that 

the proposed ZSNC outperforms the current state-of-the-art 

NC-based TCP, FD+ [14] in both effectiveness and total time 

consumption. Specifically, the proposed ZSNC is 7.18 times 

faster in pattern extraction from a training set and 2.39 times 

faster in total TCP inference. 

The remainder of the paper is organized as follows. Section 

2 introduces NC-based TCP techniques and the current state-

of-the-art NC-based approach. Section 3 provides the 
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motivation and details of the proposed ZSNC. Section 4 

demonstrates the experimental results. Finally, we conclude the 

paper in Section 5.  

II. RELATED WORKS 

Recently, software engineering researchers have proposed 

several NC-based TCP techniques. The goal of NC-based TCP 

technique is to effectively identify test instances that reveal 

errors of a trained DNNs and prioritize the error-inducing 

samples in predefined number of labelling budget.  

A. Test case prioritization based on neuron coverage   

Inspired by the white box testing of traditional software 

coverage testing, [9] was the first to propose NC as a testing 

metric for DNN. Given a test input �, they define the NC of � 

as the ratio of the number of "activated" neurons to the total 

number of neurons, denoted as ����, ��. The parameter � is a 

threshold that determines the conditions under which neurons 

in a DNN are considered "activated" or not. In general, �  is 

defined by users and is commonly set to 0. Thus, ����, �� 

represents the ratio of the number of neurons whose output 

values exceed � to the total number of neurons. The authors in 

[9] assume that a sample with a higher ����, �� value is more 

difficult compared to the lower one. The assumption stems 

from the fact that a higher NC-valued sample requires the 

greater number of neuron explorations in a DNN. 

Inspired by this work, many DL testing research focus on 

designing coverage metrics, such as coverage based on 

different � settings [10, 11], coverage based on layer level [12], 

and class-wise familiarity degree [14]. 

B. Familiarity degree-based Neuron Coverage 

The authors of [14] propose an NC-based TCP approach, 

FD+, that calculates the degree of familiarity based on the 

valuation pattern of each neuron. FD+ is motivated by the 

observation that the output values of the neurons in error-

inducing samples deviate from the distribution of those of 

correctly predicted samples. Thus, FD+ extracts class-specific 

patterns for each neuron as the common patterns of the DNN 

model for a training set. 

Firstly, it collects the activation value of all neurons for all 

instances of a training set. Based on the collection of activation 

output, each neuron is classified as "active" or "inactive" for all 

classes. When a class is given, a neuron is classified as "active" 

if the majority (e.g., 95%) of the collected neuron output for the 

given class are greater than zero, otherwise "inactive". Given � 

number of neurons, ��,	  represents the set of “active” neurons 

and �
,	 is the set of “inactive” neurons for class �.  

In addition, they introduce different thresholds to ��,	 and 

�
,	  to classify the neruons in each set more specifically. A 

maximal lower bound, �
,	 , is provided to each of "active" 

neuron, which is the quantile value of 5% of the output 

distribution of the "active" neurons. A minimal upper bound, 

�
,	 , is provided to each of "inactive" neuron, which is the 

quantile value of 95% of the output distribution of the 

"inactive" neurons. When an unlabelled test input and its 

prediction class � are given, each neuron is classified into one 

of two classes: "triggered", "inhibited". A neuron is classified 

as "triggered" when the neuron is "active" for class � and its 

output value from a given test input is greater than or equal to 

�
,	.  A neuron is classified as "inhibited" when the neuron is 

"inactive" for class �  and its output value from a given test 

input is smaller than or equal to �
,	.  

Finally, the degree of familiarity (FD +) of an unlabelled test 

instance is the ratio of “inhibited” or “triggered” neurons in the 

total �  neurons, ��� � ���/� , where ��  is the number of 

“triggered” neuron and �� is the number of “inhibited” neuron. 

However, FD+ requires a higher cost than other NC-based 

methods. Saving outputs of all neurons for all training instances 

are required to classify the activeness of each neuron for all 

classes and calculate the lower/upper bounds. This slows down 

the pattern extraction process of FD+. Also, comparing each 

neuron twice makes a longer inference time. 

To moderate this challenge, we propose a TCP approach 

with z-score based interval for each neuron. The proposed 

method observes the ratio of neurons that do not fall within an 

interval for a given class. The upper and lower bounds of the 

interval consist of z-scores of neuron output values of a specific 

class. 

III. PROPOSED METHOD 

A. Motivation 

Since various activation functions have been employed, it is 

inappropriate to distinguish the state of each neuron based on 

whether the output value of the neuron exceeds 0. Furthermore, 

similarly to FD+ [14], we observed that the output values of a 

neuron for incorrect predictions deviate from the distribution of 

those of correctly predicted samples. Figure 1 displays 

examples of our observations.  

Figure 1 Feature distributions of class “airplane” for 1st, 2nd neurons in 12-th 
layer of VGG16, trained on CIFAR-10, respectively. The red lines represent 

the neuron output of samples with its ground truth label “airplane”, while their 
predictions are not “airplane”. 
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A z-score is the number of standard deviations that is from 

the mean of a given distribution. Negative z-score indicates the 

value lies below the mean. Positive z-score indicates the value 

lies above the mean. Anomaly detection based on z-scores [18], 

one defines the anomalous sample as the one does not fall 

within the z-score based interval, is a classic approach and has 

been used in deep learning to detect outliers in the output of 

specific layers [19]. Based on the aforementioned observation 

and fact, we set a common pattern of each neuron for a training 

set as an interval based on the z-scores. 

B. Z-Score based Neuron Coverage (ZSNC) 

We assume that there are � neurons in a DNN classifier ��. � 

with total � classes. We denote a set of outputs of � neurons 

comprising ��. � for an input x as �����, and we have a total of 

T training instances. The total � instances are divided into � 

number of subsets, � = { ��, ��, . . . , �� }, where each �
  is a 

subset of the training set based on the ground truth class �. 
The pattern extraction process of FD+ [14] can be 

formulated as follows: 1)   Collecting the ����� and separate it 

to C subsets based on the ground truth classes �����  = 

{������, ..., ������}. 2) Classifying each neuron into “active” or 

“inactive” based on ���� �. 3) Extracting values at the a% and 

(100-a)% percentile from each of ���� � to determine class-

specific lower and upper bounds.  

However, the pattern extraction process of the proposed 

method does not require the first two stages of that of FD+. Also, 

we approximate the class-specific lower and upper bounds for 

each neuron based on the mean and standard deviation of 

neuron outputs for each class.  

Given a "-th training instance �� with corresponding label #, 

we iteratively calculate the mean and standard deviation of � 

neurons for class # as follows: 

 
$�% =  $�&�% � �

�  �����'�  −  $�&�% �, (1) 

 �)�%�� = " − 2
" − 1 �)�&�% �� � 1

"  ,����'� − $�&�% -�. 
 

(2) 

 

Here, $�% is a set that consists of the mean of "-th iteration for 

class # and )�% is a set that contains the standard deviation of "-

th iteration for class #. Both $�% and )�% consists of � elements 

that each of them implies the mean and standard deviation of 

each neuron in "-th iteration for class #, respectively. 

When the iteration is completed for all classes, �  sets of 

mean { $�, … , $� } and standard deviation { )�, … , )� } are 

collected. For simplicity, we omit the number of iterations for 

each class. The mean and standard deviation of a /-th neuron 

for class � is denoted as $

  and )

 , respectively. Then, we set 

an interval for /-th neuron for a class � as [$

 − ϵ ∙ )

 , $

 � ϵ ∙
)

 ], where ϵ is a scaling factor and selected from the z-score 

table.  

Finally, when an unlabelled test input and its prediction 

result � is given, we calculate the ratio of neurons whose output 

value does not fall within the range of the interval [$
	 − ϵ ∙ )
	, 

$
	 � ϵ ∙ )
	]. The proposed z-score-based neuron coverage is  

 23�����
= |5/ | / ∈ �, �
��� ∉ [ $
	 − ϵ ∙ )
	 , $
	 � ϵ ∙ )
	9|

�  

(3) 

 

where �
��� is the output of /-th neuron on a test input � and 

| . | represents a cardinality of a set. 

    For training set pattern extraction, [14] have to store � × � 

values and then classify the active status and calculate the 

bounds of intervals. In contrast, our proposed method calculates 

the mean and standard deviations iteratively so that it does not 

require separate storage spaces. During an inference, the 

proposed method does not classify each neuron with 

‘active’/‘inactive’ status so that it has leading to reduced 

inference time. 

 

IV. EXPERIMENTAL RESULTS 

In this section, we describe the experimental setups and 

analyse the experimental results.  

A. Datasets and Models 

To evaluate our method, we adopt three datasets for image 

classification benchmark: SVHN [20], CIFAR10 and 100 [21]. 

Additionally, to evaluate the performance of TCP in real-world 

scenarios, we employ real-world corruptions [22] to CIFAR10 

dataset, which is notated with ‘C’ after the dataset. We choose 

19 different corruptions such as motion blur, brightness, shot 

noise, etc. 

We tested the proposed method on different sizes of models: 

VGG16 [23], ResNet50 [24], WideResNet50_2 (WRes50_2) 

[25], MobileNetV2 (MobileV2) [26], and EfficientNetV2_S 

(EfficV2S) [27]. 

Table 1 represents details about our evaluation setups. The 

dataset and models, classification accuracy of the model on 

training and test data, and the number of training and test data 

are shown. For simplicity, we describe each experiment as their 

ID. The experiment IDs F to H represents CIFAR10 with real-

world corruptions, while the trained model is same with the 

experiment IDs B to D. 

 

TABLE 1 EXPERIMENTAL SETUPS FOR EVALUATION 

ID 
Data-

Model 

Train 

Acc. (%) 

Test Acc. 

(%) 
# Train # Test 

A 
SVHN- 

WRes50_2 
94.01 92.38 73,257 26,032 

B 
CIFAR10- 

VGG16 
99.97 93.81 60,000 10,000 

C 
CIFAR10- 

MobileV2 
99.51 93.38 60,000 10,000 

D 
CIFAR10- 

ResNet50 
98.69 93.78 60,000 10,000 

E 
CIFAR100- 

EfficV2S 
99.52 88.20 60,000 10,000 

F 
CIFAR10C

- VGG16 
- 29.56 - 190,000 

G 
CIFAR10C

- MobileV2 
- 26.91 - 190,000 

H 
CIFAR10C

- ResNet50 
- 29.71 - 190,000 
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TABLE 2 COMPARISON OF ATPF (%) WITH DIFFERENT NC-BASED 

TCP TECHNIQUES 

ID NBC [10] NLC [12] FD+ [14] ZSNC 

A 23.381 23.296 72.693 71.121 

B 59.579 69.21 48.962 83.631 

C 51.835 34.818 70.376 78.265 

D 56.071 40.109 35.464 86.905 

E 10.616 12.264 28.81 30.447 

F 72.677 59.827 73.664 84.343 

G 76.231 77.296 85.98 83.412 

H 71.18 70.158 66.831 86.96 

Avg. 52.696 48.372 60.348 75.511 

 

B. Compared Methods 

We compared the proposed ZSNC approach with the three 

existing Neuron Coverage-based TCP methods. 

Neuron boundary coverage (NBC) [11] targets to observe 

the number of neurons that does not lies between lower and 

upper bound of the outputs of a neuron upon training set. The 

lower/upper bound is set to be the minimum/maximum values 

of the total neuron outputs upon the training set. The proposed 

ZSNC differs from NBC in that it measures class-specific 

boundaries for each neuron and replaces lower/upper 

boundaries with z-scores. 

Neural coverage (NLC) [12] defines the coverage criteria 

as the covariance of layer output. It supposes that a sample with 

higher covariance between the layer outputs leads more 

diversity to test set. It does not requires pattern extraction from 

training set. 

Familiarity degree (FD+) [14] is described in Section 2, one 

requires two steps to determine the status (inhibited, triggered) 

of each neuron. FD+ requires saving neuron outputs for the 

entire training data separately for setting the lower/upper bound 

thresholds to distinguish the status of neuron. In contrast, the 

proposed ZSNC is single-step and does not require storing 

neuron outputs for the entire training data. According to the 

setup in [14], we set maximal lower bound for active neuron as 

the 5%, while the minimal upper bound is 95% of the values. 

We set the scaling factor for proposed method as 1.96, which 

implies the 95% of confidence intervals in z-score table. 

C. Evaluation Metric 

For evaluation of effectiveness, we used the Average Test 

Percentage of Fault (ATPF) [17] to measure the error-revealing 

identification performance of TCPs. ATPF is the average of the 

ratios of the number of erroneous instances detected within the 

/-th labelling budget: 

 

 ATPF�%� =  100 ∙ 1
���
A

B �CDD,

/

EFG H


I�
 (4) 

where ���
A is the total number of erroneous instances in a test 

set and �CDD,
  is the number of error-inducing instances 

detected in the labelling budget, /. 

To evaluate an efficiency of proposed method, we measure 

the time required for the pattern extraction from and the total 

inference time of NC-based TCP techniques. 

D. Evaluation Result: Effectiveness 

Table 2 shows the comparison of ATPF with different NC-

based TCP techniques. The final row displays the average 

ATPF across all experiments. A higher ATPF value implies a 

more effective identification of error-inducing samples within 

the same labelling budget. The proposed ZSNC takes the first 

place for five among seven experiments.  

Even though the NLC is the most recent approach, the 

performance of NLC is less than the others. It is because the 

initial purpose of NLC is to compare the diversity between the 

different sets, not to find error-inducing samples. The 

comparison between NBC and the proposed ZSNC shows that 

employing class-specific threshold for each neuron can lead the 

meaningful performance enhancement based on the more 

detailed patterns from the training set. A comparison of FD+ 

with the proposed ZSNC reveals the superiority of single staged 

TCP and z-score-based intervals over the sampling of exact 

quantile samples.  

E. Evaluation Result: Efficiency 

Table 3 displays the time for pattern extraction for each 

neuron from a training set, in seconds. The bottom row displays 

the average time across all experiments. Experiment IDs F to H 

are omitted because they are designed to observe inferences on 

real-world corruptions, using the same model with experiment 

IDs B to D.  

NLC is marked with '-' in the table because it does not require 

the pattern extraction from the training set. Among the other 

NC-based TCP methods, NBC takes the shortest pattern 

extraction time because it extracts only the minimum and 

maximum values for each neuron from the entire training set. 

But, the ATPF value of NBC is always smaller than that of the 

proposed method and FD+. 

The proposed ZSNC takes the second fastest pattern 

extraction as it extracts class-specific thresholds for each 

neuron iteratively. FD+ takes the longest time since it requires 

the storage for saving the activation values of all neurons on a 

whole training set and extracts exact percentile values as their 

bounds of intervals. The proposed method takes about three 

times longer on average than NBC but is approximately 7.19 

times faster compared to the latest algorithm, FD+.  

TABLE 3 COMPARISON OF TIME (SEC.) REQUIRED FOR PATTERN 

EXTRACTION OF TRAINING SET.  

ID NBC [10] NLC [12] FD+ [14] ZSNC 

A 47.61 - 1463.162 149.39 

B 7.604 - 244.659 23.95 

C 17.423 - 402.778 51.266 

D 20.094 - 561.45 59.297 

E 135.924 - 2311.569 409.675 

Avg. 45.731 - 996.724 138.716 
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TABLE 4 COMPARISON OF THE TOTAL INFERENCE TIME (SEC.) 

ID NBC [10] NLC [12] FD+ [14] ZSNC 

A 15.946 43.762 73.357 26.345 

B 1.756 12.019 9.855 5.523 

C 2.801 5.965 23.839 5.547 

D 3.809 11.856 25.763 7.329 

E 27.156 66.669 90.85 36.869 

F 19.705 118.228 80.027 45.69 

G 44.741 71.141 215.173 72.655 

H 55.218 167.037 235.27 106.947 

Avg. 21.392 62.085 94.267 38.363 

 

Table 4 represents a comparison of total inference time of 

different NC-based TCP techniques for seven different 

classification experiments in seconds. The bottom row displays 

the average across all experiments. 

Consistent with the results in Table 3, NBC enables the 

fastest inference. The proposed method achieves the second 

fastest total inference time, by exhibiting 1.79 times longer than 

NBC in average. However, the most recent algorithm [12] and 

the state-of-the-art in NC-based TCP [14] takes 1.58 times and 

2.46 times longer than the proposed method, respectively. 

Furthermore, the proposed method outperforms the other NC-

based TCP methods in error-inducing sample detection 

performance, making it the most proper option among the NC-

based TCP methods. 

 

F. Sample Visualization 

Figure 2 shows the samples with higher/lower priority based 

on the proposed ZSNC, respectively. Samples that received a 

high priority by the proposed method tend to exhibit hard 

conditions such as indistinct differentiation from the 

background, low lighting conditions, or misalignment of 

objects. On the other hand, samples with lower priorities 

present easy conditions such as clear distinction between the 

background and the object, distinctive characteristics of 

prediction class, such as animal faces, etc. 

V. CONCLUSIONS 

As the importance of thorough testing before deploying DL 

models has increased due to higher safety standards, test case 

prioritization has emerged as an effective solution by 

prioritizing error-inducing samples for testing, thereby 

reducing testing costs. This paper introduces a Z-score-based 

outlier detection approach to existing neuron coverage-based 

test case prioritization. The proposed method demonstrates 

superior error-inducing sample detection capabilities compared 

to the state-of-the-art NC-based methods across various 

experimental settings, and it also significantly reduces both 

pattern extraction and total inference time, performing 

approximately 7.19 and 2.46 times faster, respectively. 
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