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Abstract—In a world where spoken language dominates, people
who are deaf or hard of hearing often encounter communication
barriers.To overcome these barriers, they have developed sign
language—a visual form of communication using hand signs and
movements. Sign language uses a combination of handsigns and
movements to communicate. India has developed its own separate
sign language called the Indian sign language (ISL). It currently
has about 18 million day-to-day users. The Indian Sign language
is recognized as one of the modern Indian languages. Therefore,
it Is necessary to develop tools that can interpret these sign
languages without the need of human interpreters.

This work aims to establish a ML driven solution to interpret
the Indian sign language to text using MediaPipe framework
to detect the ISL handsigns using webcam through OpenCV
and translate them in real-time. The MediaPipe framework
was used to detect and extract about 36200 (about 1000 data
points each for 0-9 and A-Z) data points which were used to
train feed forward deep neural network resulting in a 99%
accuracy. Enabling translation in real-time using OpenCV in
an effective manner. This method therefore can effectively be
tried for other sign languages and enable an inclusive and better
environment for deaf and mute people. A similar work was
done by Jyotishman bora [13] on Assamese Sign Language for
9 static,single handed, different poses here we have extended
the scope of their work to entire Indian Sign Language with 36
different pose recognitions.This work supports both one-handed
and two-handed static ISL gestures in contrast to the previous
work and achieves an average inference speed of 30 FPS on an
AMD Ryzen 7 5000 series system. This real-time performance
is enabled through an asynchronous multi-threaded processing
pipeline combined with frame-skipping and stationarity-based
temporal filtering, which reduces redundant inference during
gesture transitions. This confirms its suitability for real-time
applications.

Index Terms—Sign Language Interpretation; Indian Sign Lan-
guage (ISL); Gesture-Based Recognition; MediaPipe Framework;
Deep Neural Networks

I. INTRODUCTION

WHO estimates about 430 million deaf-mute individuals
worldwide, including roughly 70 million in India (6.3 %
of its population). Sign language—a visual system of hand
gestures—varies by region: American Sign Language (ASL)
and Indian Sign Language (ISL) are the most widely used,
with some 18 million Indians relying on ISL despite only
250-350 certified interpreters in the country.

Sign Language Recognition (SLR) systems fall into two
categories:
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Glove-based, which use sensor-equipped gloves to capture
hand motion and orientation. [1] [2] [3]

Vision-based, which employ cameras and computer-vision
techniques (edge detection, skin segmentation, gesture and
hand-shape analysis). [4] [5]

Vision-based methods often demand high computational
power and suffer from unstable hand tracking on low-end
devices.

We present a lightweight, real-time ISL recognizer that
combines Google’s MediaPipe hand-tracking with a feed-
forward neural network. MediaPipe detects 21 hand landmarks
per frame; their normalized coordinates train the network.
Integrated with OpenCV for live capture, our system recog-
nizes letters A—Z and digits 0-9 with low latency and high
accuracy. Figure 1 outlines the pipeline. We detail its design,
implementation, and performance evaluation.

II. LITERATURE REVIEW

Das et al. [5] developed an ASL static-gesture recognizer
using an Inception V3 CNN trained on 24 classes (A-Z,
excluding J) with roughly 100 RGB-captured images per class.
Their network achieved over 90 % average validation accuracy,
peaking at 98 %, indicating Inception V3’s effectiveness for a
dataset of cropped static sign detection.

Sahoo [7] evaluated static ISL digit recognition (0-9) using
5,000 RGB images (500 per class). He compared Naive Bayes
and k-Nearest Neighbors classifiers, with k-NN achieving
98.36 % average accuracy versus 97.79 % for Naive Bayes.

Copyright 2026. Global IT Research Institute (GIRI). All right reserved



The 28th International Conference on Advanced Communications Technology (ICACT2026)

Ansari and Harit [4] used Microsoft Kinect to capture
5,041 RGB-D images covering 140 static ISL gestures, then
applied k-means clustering for classification—achieving 100
% accuracy on three signs, 90 % on thirteen, and an overall
accuracy of 90.68 % on a total of 16 alphabetic characters that
were : A, B,D,E,F, G, H, K, PR, T, U, W, X, Y, and Z

Rekha et al. [8] utilized a skin color-based segmentation
approach for hand detection. They extracted features based on
edge orientation and texture, which were then used to train
a multiclass Support Vector Machine (SVM) 23 static and
3 dynamic ISL signs, achieving 86.3 % accuracy—but the
processing was too slow for practical deployment.

Bhuyan et al. [9] achieved a recognition rate exceeding 90%
on a dataset of 400 images covering 8 Indian Sign Language
gestures. Their method first employed skin color segmentation
for hand detection, followed by a nearest neighbor classifica-
tion algorithm.

Pugeault and Bowden [10] trained a system on a collection
of 48,000 3D depth images to create a tool capable of
recognizing American Sign Language alphabets in real time,
spanning 24 classes, collected via a Kinect sensor. Their
approach utilized Gabor filters to extract features and multi-
class random forests for classification, resulting in highly
accurate recognition of static hand gestures.

Keskin et al. [11] implemented a part-based object recogni-
tion method to identify American Sign Language digits. Their
dataset was composed of 30,000 3D depth images captured by
a Kinect sensor, which covered ten distinct classes and resulted
in a 99% accuracy rate.

Halder and Tayade [12] achieved an average accuracy of
approximately 99% in real-time hand sign detection. Their
method involved using the MediaPipe framework to extract
multi-hand landmarks, which were then classified using a
Support Vector Machine (SVM).

Bora et al. [13] employed a comparable MediaPipe—feed-
forward network pipeline to distinguish nine Assamese Sign
Language symbols using 2,094 single-handed static gesture
samples. While their model achieved 99% accuracy, it was
limited to a smaller one handed gesture set that limited its
scope for further development. In contrast, our system supports
static gestures performed with either one or both hands across
36 ISL classes, significantly increasing the complexity and
usability of the system.

III. DATA COLLECTION PROCEDURE

A. Simulation Environment

OpenCV library was used to interact with the webcam and
capture the images from a live video feed and each frame from
the feed was used for detecting landmark points and logged
in a .csv file for training. The deep learning was implemented
on a jupyter notebook environment. The live input feed is as
shown in Figure 2.

B. Hand Landmark Detection Using MediaPipe

MediaPipe is a lightweight, open-source framework (re-
leased by Google in 2019) for building real-time audio and

ISBN: 979-11-88428-14-4

page 389

Fig. 2: Live video Input Feed

video pipelines—even on low-power devices like Android
phones or IoT gadgets. It consists of a C++, Java, and
Objective-C core plus two layers: a “Calculator” graph API
for defining data flows and a set of prebuilt solutions (16
TensorFlow/TensorFlow Lite models) for common tasks. In
our system, we employ MediaPipe’s hand-tracking solution,
which first uses a palm detector to crop the most stable region
of the hand, then applies a landmark regressor to output 21
three-dimensional joint coordinates per hand (42 points total).
Trained on 30,000 annotated images, this two-step pipeline
accurately localizes hand landmarks in each frame—even
when parts of the hand extend beyond the camera view.

0. WRIST 11. MIDDLE_FINGER_DIP
1. THUMB_CMC 12. MIDDLE_FINGER_TIP
2. THUMB_MCP 13. RING_FINGER_MCP
3. THUMB_IP 14. RING_FINGER_PIP

4. THUMB_TIP 15. RING_FINGER_DIP

5. INDEX_FINGER_MCP 16. RING_FINGER_TIP

6. INDEX_FINGER_PIP 17. PINKY_MCP

7. INDEX_FINGER_DIP 18. PINKY_PIP

8. INDEX_FINGER_TIP 19. PINKY_DIP

9. MIDDLE_FINGER_MCP  20. PINKY_TIP

10. MIDDLE_FINGER_PIP

Fig. 3: The 21 landmark points taken by Mediapie
on one hand

Each webcam frame is processed by MediaPipe’s hand-
tracking model—with a visual overlay confirming detected
landmarks. The model yields 3D (x, y, z) coordinates, but
we discard z and normalize the remaining x—y pairs, logging
them to a CSV file for training.

C. Normalization and Padding

MediaPipe outputs landmarks in pixel coordinates, so iden-
tical gestures at different frame positions yield inconsistent
values. To normalize, we reset the wrist landmark (index 0) to
(0,0) by subtracting its x—y coordinates from all other points.
We then divide each offset by the largest absolute value across
all coordinates, scaling them into [-1,1]. These normalized x—y
pairs are streamed and logged to a CSV in real time. Figure 5
illustrates the normalization pipeline, and Figure 6 shows the
resulting landmark distributions.
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10,0.0,0.0,-0.26605504587155965,-
0.1834862385321101,-0.6146788990825688,-
0.29357798165137616,-
0.8623853211009175,-0.4036697247706422,-
1.0,-0.5596330275229358,-
0.7889908256880734,-0.1926605504587156,-
0.9724770642201835,0.05504587155963303,-
0.8715596330275229,0.09174311926605505,-
0.7614678899082569,0.03669724770642202,-
0.7247706422018348,-
0.03669724770642202,-
0.8899082568807339,0.1926605504587156,-
0.7981651376146789,0.2018348623853211,-
0.6972477064220184,0.12844036697247707,-
0.6330275229357798 ...

Fig. 4: Hand landmark coordinates excluding the z-
axis coordinates
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Fig. 5: Example of hand landmark normalization

MediaPipe also reports the number of detected hands and
their handedness. When only one hand is present, we pad
the missing hand’s 42 landmark pairs with (0,0) (Figure
7), ensuring each sample contains 84 coordinates (42 per
hand). These normalized, padded landmarks constitute the
final training dataset.

0,0.0,0.0,-0.26605504587155965, -0.1834862385321101, -0.6146788990825688, -
29357798165137616, -0.8623853211009175, -0.4036697247706422,-1.0, -

5596330275229358, -0.7889908256880734, -0.1926605504587156, -
9724770642201835,0.05504587155963303, -0.8715596330275229,0.09174311926605505, -
7614678899082569,0.03669724770642202,-0.7247706422018348, -0.03669724770642202, -
8899082568807339,0.1926605504587156, -0.7981651376146789,0.2018348623853211, -
6972477064220184,0.12844036697247707,-0.6330275229357798,0.12844036697247707 , -
7889908256880734,0.3211009174311927, -0.6880733944954128,0.3119266055045872, -
6055045871559633,0.24770642201834864, -0.5229357798165137,0.28440366972477066, -
6697247706422018,0.4036697247706422, -0.5596330275229358,0.3761467889908257, -
48623853211009177,0.3119266055045872,0.0,0.0,0.18947368421052632, -
24210526315789474,0.5263157894736842, -0.45263157894736844,0.7578947368421053, -
631578947368421,0.8736842105263158,-0.8315789473684211,0.7052631578947368, -
3263157894736842,1.0,-0.08421052631578947,0.8947368421052632, -
08421052631578947,0.7789473684210526, -0.15789473684210525,0.6421052631578947, -
.12631578947368421,0.9789473684210527,0.07368421052631578,0.8631578947368421,0.0526
3157894736842,0.7263157894736842, -
0.010526315789473684,0.5684210526315789,0.06315789473684211,0.8947368421052632,0.231
57894736842105,0.7789473684210526,0.2,0.6526315789473685,0.14736842105263157,0.48421
©5263157895,0.25263157894736843,0.7789473684210526,0.3473684210526316,0.684210526315
7895,0.3157894736842105,0.5578947368421052,0.2736842105263158
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Fig. 6: Normalized datapoints for two handed hand-
signs
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Fig. 7: Normalised and padded data points for One-
handed handsigns

D. Generated Data

All ISL letters and digits were encoded as feature vectors
supporting both one- and two-hand gestures. For single-hand
signs (0-9, C, I, L, O, U, V), the second hand’s 42 landmark
pairs are zero-padded, and each vector is prefixed with its
class label—yielding 85 values per sample (1 label + 84
coordinates). Labels are kept in a separate file and mapped
back to their sign names after prediction. In total, the dataset
comprises 36,200 samples (about 1,000 per class), of which
75 % were randomly assigned to training and the remainder
to testing/validation. Figure 8 plots the number of samples for
each label.

Class Distribution
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Fig. 8: Generated Data distributed among various
classes

E. Data Collection Conditions and Diversity

All training data were self-recorded by the author in a
semi-controlled desktop environment using a standard 720p
webcam. No external participants were involved, and no
photographs or video footage were saved. Only the MediaPipe-
extracted two-dimensional hand-landmark coordinates (x, y)
were logged in real time. To capture natural intra-class vari-
ation, each gesture was recorded multiple times at different
distances and angles relative to the camera. Lighting condi-
tions included both indoor fluorescent and natural daylight, and
hand positioning varied slightly in rotation and scale. Because
only anonymized landmark vectors were stored—and no raw
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media.The dataset also includes variations in hand shape and
size, backgrounds ranging from plain to cluttered, multiple
camera angles, and diverse lighting conditions (including
indoor fluorescent and natural daylight). This diversity in the
data improves the model’s ability to perform well on new data
and makes it more resilient in practical applications.

IV. MODEL TRAINING USING A CUSTOM FEEDFORWARD
NEURAL NETWORK

We trained a feed-forward network with an input layer,
two hidden dense layers (with ReLU activations) separated
by dropout, and a Softmax output layer (see Table 1). Dense
layers compute the linear mappings, while dropout randomly
zeros connections to curb overfitting. To prepare the model
for training, it was configured to use the Adam optimizer, the
sparse categorical cross-entropy loss function, and accuracy
as the primary performance metric. Early stopping terminated
training after 135 of the allotted 1000 epochs once loss and
accuracy stabilized. It achieved 99.27 % training accuracy with
a final loss of 0.0481.

TABLE I: Configuration of the used Feedforward
Neural Network

Layer (type) Output Shape | Number of Parametrs
dropout (Dropout) (None, 84) 0

dense (Dense) (None, 64) 5,440
dropout_1 (Dropout) (None, 64) 0

dense_1 (Dense) (None, 32) 2,080
dense_2 (Dense) (None, 36) 1,188

Total params:
Trainable params:
Non-trainable params:

8,708 (34.02 KB)
8,708 (34.02 KB)
0 (0.00 B)

The study by Bora et al. [13] used 42 input parameter feed
forward neural network with 1,180 total trainable parameters
that is only able to handle single handed gestures whereas we
used a 84 input parameter with padding so that we can use
both one handed and two handed gestures therby increasing
the total trainable parameters to 8,708.

V. RESULTS AND ANALYSIS
A. Quantitative analysis of the model

We applied scikit-learn’s ‘classification_report’ and ‘con-
fusion_matrix‘ on our test set to obtain accuracy, precision,
recall, F1 score, and support. Accuracy (Eq. 1) is the fraction
of correct predictions over all samples. Precision (Eq. 2)—true
positives divided by predicted positives—is crucial when false
positives carry a high cost. Recall (Eq. 3)—true positives over
actual positives—matters most if false negatives are costly.
Finally, the F1 score (Eq. 4) combines precision and recall as
their harmonic mean, providing a single balanced metric.

TP+ TN
A A) = 1
couracy (N = Tp TN + FP 1 FN %
TP
Precision (P) = W (2)
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Table 2 contains a detailed classification report for the
feedforward neural network model, which performed with
an average accuracy of 99%. The abbreviations TP (True
Positive), TN (True Negative), FP (False Positive), and FN
(False Negative) are used in the corresponding equations (1)
through (4).

TABLE II: Feedforward Model Classification Re-
port

Class Precision Recall F1-Score Support

0 1.00 1.00 1.00 253

1 1.00 0.99 0.99 232

2 0.99 1.00 0.99 243

3 1.00 0.99 0.99 267
4 1.00 0.99 0.99 230

5 1.00 1.00 1.00 234

6 0.98 1.00 0.99 242

7 1.00 1.00 1.00 255

8 0.99 1.00 1.00 261

9 1.00 1.00 1.00 254
10 1.00 0.98 0.99 260
11 1.00 0.98 0.99 283
12 0.96 0.99 0.97 255
13 1.00 0.98 0.99 219
14 0.99 0.99 0.99 278
15 1.00 1.00 1.00 235
16 0.98 0.97 0.97 241
17 1.00 0.97 0.99 226
18 0.97 0.98 0.98 258
19 0.99 1.00 0.99 261
20 1.00 1.00 1.00 269
21 0.99 1.00 0.99 263
22 1.00 1.00 1.00 270
23 0.99 1.00 0.99 288
24 1.00 1.00 1.00 261
25 1.00 1.00 1.00 229
26 1.00 1.00 1.00 266
27 0.98 1.00 0.99 258
28 0.99 0.98 0.99 234
29 1.00 1.00 1.00 246
30 1.00 0.99 0.99 228
31 1.00 0.98 0.99 232
32 1.00 1.00 1.00 238
33 1.00 1.00 1.00 263
34 1.00 1.00 1.00 249
35 0.98 1.00 0.99 269
Accuracy 0.99 9050
Macro avg 0.99 9050
Weighted avg 0.99 9050

We leveraged scikit-learn’s ‘confusion_matrix‘ during live
inference to tabulate true versus predicted labels per class.
This matrix not only quantifies overall recognition accuracy
but also highlights systematic misclassifications. The resulting
plot is presented in Figure 9.

B. Real-Time Recognition

Figure 10 illustrates the model’s live application with sev-
eral snapshots showing its implementation using the OpenCV
library to access the webcam and integrate it with the trained
model. This setup effectively recognizes live Indian Sign
Language gestures with high accuracy.

During live testing on an AMD Ryzen 7 5000 series
laptop with 16 GB RAM, the system achieved an average
inference speed of approximately 30 FPS using OpenCV
and MediaPipe.To maintain this real-time performance, the
system employs an asynchronous multi-threaded architecture
that decouples frame capture from inference using a bounded
producer—consumer queue, ensuring that only the most recent
frames are processed when inference lags behind capture.
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Fig. 9: Confusion Matrix of the Feed forward neural
network used

Additionally, a stationarity check prevents redundant process-
ing by running the classifier only when the hand coordinates
stabilize within a defined pixel threshold, significantly re-
ducing computational overhead during transition movements.
This confirms the framework’s capability for real-time ISL
interpretation in standard computing environments.

8.1 Hand Gesture Recognition

Ringer Gestu re‘:‘-Sti@

Fig. 10: Real-time implementation of the model

C. Comparative Analysis

A comparison of the results from this work with other stud-
ies is provided in Table 3 and illustrated in Figure 11. Here,
the model is also compared to the traditional CNN approaches
to image recognition. In addition to high accuracy, our model
is well-suited for low-power environments. With just 8,708
trainable parameters (34 KB), it is significantly smaller than
typical CNNs. MediaPipe’s pretrained hand-landmark detector
handles localization and feature extraction, outputting 42-
point skeletal data per hand. This allows the feed-forward
network to focus solely on classification, reducing complexity
and inference time. The decoupled design enables real-time
performance on devices like Raspberry Pi using TensorFlow
Lite. Future work will include device-specific benchmarks to
validate latency.
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A direct comparison with Bora et al. (2023) is shown in
Table 4. Our model improves on their work by handling ac-
commodating both single- and double-handed gestures, which
resulted in a fourfold increase in the class count from 9 to
36, while maintaining high accuracy and supporting real-time
inference.

TABLE III: Comparison of various Sign Language
Recognition studies

Refs. | Sign Language Main Techniques | Accuracy
[14] | American Sign Lan- | CNN 96.30%
guage (ASL)
[15] | Various MobileNet, CNN, | 99.28%
LSTM, MRFO
[16] | Pakistan Sign Lan- | CNN, SIFT 98.74%
guage (PSL)
[17] | Chinese Sign Lan- | CNN, Stretchable | 95.85%
guage strain sensors, | (W), 84%
IMUs o)
[18] | American and British | CNN, MediaPipe, | 97.24%,
Sign Language (ASL | LSTM, DTW-KNN | 87.4%,
& BSL) 83.7%
[19] | Indian Sign Language | 3D CNN 88.24%
(ISL)
This | Indian Sign Language | MediaPipe, Feed- | 99%
Work forward neural
network

TABLE IV: Comparison with the previous work

Study | Gesture No. of | Accuracy | FPS / Plat-
Type Classes form

Bora One-handed | 9 99% Not Reported

et al. | Static

(2023)

[13]

This One- and | 36 99% 30 FPS

Work Two-handed (Ryzen 7, 16
Static GB RAM)

VI. CONCLUSION

This study currently supports only static hand gestures;
dynamic sign sequences remain future work, likely requiring
temporal models such as LSTM or TCN. The system may also
experience reduced accuracy under extreme low-light or heavy
occlusion.

On ethics, all gesture data were self-recorded—no other
individuals participated, and no raw images or video were
stored. Only anonymized (X, y) landmark vectors were logged
locally, with no external data transmission. Consequently, this
research involves no personally identifiable biometric data,
aligning fully with GDPR and India’s DPDP Act (2023).
Prior to any public deployment, we will develop explicit
user-consent and data-handling guidelines to ensure continued
compliance and user privacy.
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100 Sign Language Recognition Accuracy Comparison
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ASL & BSL[19] 1sL [20]

Fig. 11: Comparison plot of various Sign Language
Recognition Studies

VII. LIMITATIONS AND ETHICAL CONSIDERATIONS

This study currently supports only static hand gestures;
dynamic sign sequences remain future work, likely requiring
temporal models such as LSTM or TCN. The system may also
experience reduced accuracy under extreme low-light or heavy
occlusion.

On ethics, all gesture data were self-recorded—no other
individuals participated, and no raw images or video were
stored. Only anonymized (x, y) landmark vectors were logged
locally, with no external data transmission. Consequently, this
research involves no personally identifiable biometric data,
aligning fully with GDPR and India’s DPDP Act (2023).
Prior to any public deployment, we will develop explicit
user-consent and data-handling guidelines to ensure continued
compliance and user privacy.

VIII. FUTURE WORK

MediaPipe reliably supplies the low-level hand and face
landmarks, but interpreting full sign language—where tem-
poral patterns, facial expressions, and grammar convey mean-
ing—requires a layered interpretation engine. We propose the
following research directions to build such an engine:

Temporal modeling: replace or augment the current feed-
forward classifier with sequence models (LSTM/GRU), Tem-
poral Convolutional Networks (TCN), or transformer-based
encoders to capture motion and sign transitions for dynamic
gestures and fingerspelling sequences.

Multimodal fusion: combine hand landmarks with facial
landmark streams (eyebrows, lip motion), upper-body pose,
and optionally audio/text context. Explore early, late, and
intermediate fusion strategies and attention mechanisms to
weight modalities adaptively.

Structured representations: represent landmarks as graphs
and apply Graph Neural Networks or Temporal Graph Net-
works to better model inter-landmark relationships and two-
hand interactions.

Pretraining & data strategies: use self-supervised or
contrastive pretraining on large unlabeled landmark sequences,
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augment datasets (synthetic variations, domain randomiza-
tion), and investigate domain adaptation to generalize across
signers, cameras, and lighting.

End-to-end translation: study seq2seq and transformer
architectures that map landmark sequences directly to natural
language (text/speech), including integration with language
models for grammatical reconstruction.
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